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Summary and General Discussion

In this thesis I describe a series of new statistical methods for learning about the biology and epidemiology of heritable traits
disease using GWAS data. Large collaborative consortia have generated a massive quantity of genotype-phenotype data (see
Chapter 2), but due to privacy concerns and data sharing restrictions, a majority of the individual-level data is siloed. It is not
possible to work with more than a small fraction of the individual-level data, but almost all GWAS data can be used in the form
of summary statistics. The best method for working with summary statistics will always be suboptimal relative to methods
that work with individual-level data. Unfortunately, developing methods that work with summary statistics reduces the future
incentive to share data. However, suboptimal methods that get the job done are preferable to optimal methods that cannot be
applied. Therefore, the goals of this thesis are to improve both the quality of the GWAS summary statistics themselves (see
Chapter 8) and the quality and range of inferences that one can make using these data.

What is the Origin of GWAS Inflation? (Chapter 3)

A trend observed across many large GWAS is that the genome-wide distribution of test statistics is inflated compared to the
theoretical null [1, 2]. When we began investigating LD Score regression (circa mid-2013), the prevailing explanation was that
GWAS inflation was the result of confounding due to inadequate control for population stratification or cryptic relatedness.
An alternative explanation is that the inflation represented real polygenic signal, scattered across many variants with small
effects [2]. Chapter 3 introduces a new statistical method called LD Score Regression that is able to distinguish between these
alternatives. The basic idea is that under a polygenic model, inflation in χ2 statistics will tend be higher in regions with high LD
on average, but inflation from population stratification will be uncorrelated with LD. This observation gives us an observable
that can be used to distinguish inflation due to confounding from inflation due to polygenicity. We applied this method to a
large dataset of GWAS summary statistics. In all cases, the genomic control inflation factor λGC substantially overestimated
the contribution of confounding to GWAS inflation, as measured by the LD Score regression intercept. Polygenicity accounts
for the vast majority of GWAS inflation across all of the GWAS that we analyzed. In particular, we find that the contribution
of population stratification to the results from the PGC schizophrenia GWAS [3] is very low.

This result has several important implications. First, these results justify the decision not to use genomic control correction
in the PGC Schizophrenia GWAS and future GWAS. The value of λGC in that study was ≈ 1.4, so GC correction would have
reduced the effective sample size by roughly 1.4-fold. Second, the LD Score regression intercept is a useful tool for calibrating
association statistics. Loh et al. [4] describe a mixed model calibrated using LD Score regression. Fourth, the results of Chapter
3 demonstrate that genomic control correction is causing unnecessary loss of power, especially in large studies. For example,
the LD Score regression intercept from the published GC-corrected summary statistics from [5] is 0.65, which means that the
genomic control correction applied in that study reduced the effective sample size by 35%. In concrete terms, the number of
individuals genotyped in that study was about 230,000, but the same number of GWAS hits could have been obtained using
only about 150,000 individuals with no GC correction.

Combining Epigenetics and GWAS (Chapter 4)

In Chapter 4, we extend the LD Score Regression framework to partition heritability into components corresponding to various
genomic annotations such as epigenetic marks. Chapter 4 addresses two main challenges. First, when quantifying the heritability
accounted for by various functional categories using GWAS data, it is necessary to account for the fact that marginal regression
coefficients are not estimates of causal SNP effect sizes. For example, introns are close to exons, so intronic SNPs will often be in
LD with exonic SNPs. Coding regions are enriched for heritability [6], so intronic SNPs will often have large marginal regression
coefficients due to LD with coding variants. If we were to naively assume that the marginal regression coefficients for intronic
SNPs reflected the properties of intronic SNPs only, then we might mistakenly conclude that intronic regions were enriched for
heritability. Second, naively partitioning SNPs into a small number of functional categories can result in omitted-variable bias.
Suppose we wish to estimate the proportion of heritability accounted for by a regulatory category. One approach would be to
partition the genome into two disjoint categories: SNPs in the category and SNPs not in the category. This will often be a poor
model of genetic architecture, because regulatory elements tend to cluster near coding regions and coding regions are highly
enriched for heritability. If we were to fit the naive model with only the category and its complement, we would mistakenly
attribute a large proportion of the enrichment in heritability due to exons to the regulatory category.

In Chapter 4, we address these problems by fitting more flexible models of genetic architecture using a very large set of anno-
tations. We demonstrate that using a large set of annotations gives the model sufficient flexibility to minimize omitted-variable
bias. The downside of fitting a more complex model is an increase in variance; however, the ability of LD Score regression to
operate on summary statistics allows us to use very large datasets that can handle a large number of covariates. We applied this
method to 17 large GWAS. Our results include enrichment of heritability in conserved regions across many traits; immunolog-
ical disease-specific enrichment of heritability in FANTOM5 enhancers [7]; and many cell-type-specific enrichments, including
significant enrichment of central nervous system cell types in body mass index, age at menarche, educational attainment, and
smoking behavior.

Using Genetics for High-Throughput Epidemiology (Chapter 5)

In Chapter 5, we develop a method for quantifying the genetic similarity between different traits that does not require genome-
wide significant associations and takes as input GWAS summary statistics. Formally, our method estimates genetic correlation,
which is a genome-wide measure of the shared heritability between two traits. The main challenge when estimating genetic



correlation from summary statistics is sample overlap. Many control cohorts are included in almost all GWAS datasets. Treating
the summary statistics from one study as statistically independent from the summary statistics from all other studies would
yield a false positive genetic correlation between any pair of case/control studies with shared controls or any overlapping pair of
quantitative trait studies of correlated traits. Unfortunately, it is very difficult to determine the number of overlapping samples
and the phenotypic correlation among the overlapping samples. Sample overlap data is stored in text in GWAS supplements,
which are not machine-readable, and data about phenotypic correlation among overlapping samples is usually not reported
anywhere. It was therefore necessary to develop a method to estimate sample overlap from summary statistics.

Somewhat surprisingly, under standard modeling assumptions about genetic architecture, sample overlap is identified from
summary statistics alone and can be estimated using a generalization of LD Score regression. Under a polygenic model [8, 9],
the expected value of the product of z-scores for a single SNP from two different studies, denoted z1jz2j is

E[z1jz2j ] =

√
N1N2ρg

M
`j +

ρNs√
N1N2

, (1)

where Ni is the sample size for study i, ρg is genetic covariance (defined in Methods), `j is LD Score [1], Ns is the number
of individuals included in both studies, and ρ is the phenotypic correlation among the Ns overlapping samples. If study 1 and
study 2 are the same study, then Equation 1 reduces to the single-trait result from [1] (Chapter 3), because genetic covariance
between a trait and itself is heritability, and χ2 = z2. This equation tells us that we can estimate genetic covariance using the
slope from the linear regression of z1jz2j against LD Score. If there is sample overlap, it will only affect the intercept from
this regression (the term ρNs/

√
N1N2) and not the slope, so the estimates of genetic correlation will not be biased by sample

overlap. Similar results hold if one or both studies is a case/control study, in which case genetic covariance is on the observed
scale. This means that we can estimate genetic correlation using summary datasets with arbitrary, unknown sample overlap

We applied this estimator to all pairwise combinations of more than 35 traits. The results recapitulate many known epi-
demiological associations and non-associations, which we interpret as a validation of the method. There were several surprising
results, the most intriguing of which is a positive genetic correlation between educational attainment and autism spectrum dis-
order. This result has since been replicated by other studies using different methods (polygenic scoring), independent datasets
for educational attainment/cognitive function, and the same autism case/control dataset [10].

The Genome-Wide Contribution of Gene-by-Sex Interaction (Chapter 6)

In Chapter 6, we aimed to estimate the genome-wide contribution of (autosomal) gene-by-sex interactions to genetic architecture
for several traits, especially sex-dimorphic traits. We used sex-specific summary statistics and cross-trait LD Score regression to
estimate rg,MF for 12 phenotypes. For all traits except waist-hip ratio, rg,MF was in the range 0.85-1. This result suggests that
the lack of discovery in previous scans for gene-by-sex interaction is not the result of low power; instead, the high estimates of
rg,MF indicate that scans for gene-by-sex interactions at larger sample sizes will yield few new discoveries.

LD Score and Haseman-Elston (Chapter 7)

In Chapter 7, I derive a connection between LD Score regression and existing estimators of heritability and genetic correlation.
Precisely, I show that LD Score regression with constrained intercept, in-sample LD and inverse-LD Score weights is equivalent
to Haseman-Elston (HE) regression [11, 12]. This result holds also if fixed-effect covariates (e.g., principal components of the
genotype matrix [13, 14]) are included in the model. LD Score regression with default weights is slightly more efficient than
HE regression. For non-ascertained studies of quantitative traits, both HE regression and LD Score regression are less efficient
estimators of heritability and genetic correlation than restricted maximum likelihood (REML). For ascertained studies of
case/control traits, REML yields heritability estimates that are biased downwards, and HE regression is the state-of-the-art
SNP-heritability estimator [15,16]. Chapter 7 shows that it is possible to obtain slightly more efficient estimates of heritability
and genetic covariance for ascertained studies of binary traits using LD Score regression, with the additional advantage that
LD Score regression is much less computationally expensive than HE regression.

Mixed Models for Meta-Analysis and Sequencing (Chapter 8)

In Chapter 8, I show that meta-analyses of mixed model association test statistics typically achieve much lower power than a
mixed model association statistic computed on the entire pooled dataset. However, computing a mixed model association test
statistic on the pooled dataset requires sharing all individual-level genotype and phenotype data with a centralized meta-analysis
group, which is often not possible.

The mixed model score test from BOLT-LMM [17] is simply a regression on prediction residuals. The gain in power compared
to linear regression depends on the prediction R2. In a meta-analysis of mixed models, we train one predictor for each cohort
using only the training data from that cohort, which results in poor predictions and little gain in power, because cohorts tend
to be small. In contrast, if we perform mixed model association testing on the pooled dataset, we train one predictor on the
entire dataset, which results in good predictions and considerable gain in power, because the pooled dataset is large. The key
observation in Chapter 8 is that there is no requirement that the predictions be obtained using in-sample penalized linear
regression. To maximize power, we should use whatever procedure we can to maximize the prediction R2 (taking care to avoid
proximal contamination [18]). In particular, we can use predictions obtained using out-of-sample data, including predictors that
require only summary data and a small validation set for training (e.g., polygenic scoring [19] or LDpred [20]).

The technique that I recommend in Chapter 8 is for meta-analysis consortia to perform GWAS using BOLT-LMM [17] on
each cohort using a polygenic score generated from whole-consortium summary statistics (leaving one chromosome out at a time



to avoid proximal contamination) as a covariate. Using BOLT-LMM corrects for population stratification and relatedness, and
using the polygenic score as a covariate increases power by de-noising the phenotype [18]. This approach will have intermediate
power between a meta-analysis of mixed models and a mixed model on the pooled dataset; the relative power of the three
approaches depends on the average cohort size (many small cohorts means that a meta-analysis of mixed models will perform
poorly). The potential gain in power compared to linear regression with principal components or a meta-analysis of mixed
models could be quite large: based off published polygenic score results, [5, 21] I estimate that the next height GWAS could
increase effective sample size by ∼15% and the next BMI GWAS could increase effective sample size by ∼8%.

General Conclusion

We have described a series of methods for asking questions about the biology and etiology of human traits and diseases using
GWAS data, with a focus on methods that can be applied to large GWAS meta-analyses that do not share individual-level data.
The key theme of these methods is that analyses of GWAS data benefit from taking into account the high-dimensional nature
of the data, both in phenotype and variant space (i.e., high dimensionality both on the left and right side of the regression
equation). Joint modeling of many phenotypes and many variants offers many advantages over the traditional approach of
considering only marginal single-variant single-phenotype associations.
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